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Mo.va.on	  

•  Applica.ons	  have	  memory	  transac.ons	  with	  
– Large	  read-‐sets	  
– Small	  write-‐sets	  
– Many	  read-‐only	  transac.ons	  

Lets	  analyze	  some	  (STMAP)	  benchmarks!	  

•  True	  for	  some	  applica.ons	  
– Can	  we	  generalize?	  



Sta.s.cs	  for	  STAMP	  

•  Percentage	  of	  read-‐write	  transac.ons	  
(over	  read-‐only)	  
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Sta.s.cs	  for	  STAMP	  

•  Average	  rela.ve	  size	  of	  read-‐sets	  vs.	  write-‐sets	  
(.mes	  larger)	  

117,4	  

34,7	   32,5	  

9,5	  
5	   3	  

0	  

20	  

40	  

60	  

80	  

100	  

120	  

JSTAMP	  Genome	   JSTAMP	  Labyrinth	   JSTAMP	  Vaca.on	   JSTAMP	  Intruder	   JSTAMP	  KMeans	   JSTAMP	  SSCA2	  

In	  ave
rage	  R

ead-‐se
ts	  are

	  

much	  la
rger	  th

an	  wr
ite-‐set

s	  



Serializa.on	  Requires	  

•  Intercep.on	  and	  bookkeeping	  of:	  
– Read	  and	  write	  opera.ons	  
– Bookkeeping	  cost:	  2–8	  .mes	  slower	  

• 	   Valida.on	  of	  (small)	  write-‐sets	  against	  (large)	  
read-‐sets	  

•  DSTM:	  Remote	  valida.on	  
–  Increased	  network	  traffic	  due	  to	  broadcas.ng	  of	  
read-‐sets	  



Advantages	  of	  Using	  SI	  

•  No	  bookkeeping	  of	  read	  opera.ons	  
•  Faster	  valida.on	  at	  commit	  

– Valida.on	  of	  (small)	  write-‐sets	  against	  write-‐sets,	  
instead	  of	  (large)	  write-‐sets	  against	  read-‐sets	  

•  DSTM:	  Remote	  valida.on	  
– Avoid	  broadcas.ng	  (large)	  read-‐sets	  



Consistency	  Model	  

•  Programmer	  (always?)	  expect	  serializa.on	  

•  SI	  allows	  serializa.on	  anomalies	  

– Write-‐Skew	  

•  Detec.on	  of	  SI	  anomalies	  in	  possible	  at	  run-‐
.me	  

–  Incurs	  in	  bookkeeping	  and	  costs	  



Our	  Approach	  /	  Proposal	  

•  Provide	  serializa.on	  seman.cs	  in	  the	  
programming	  model	  

•  Run-‐.me	  supports	  a	  mixed-‐consistency	  model	  

– Executes	  cer$fied	  transac.ons	  in	  SI	  
– Executes	  non-‐cer$fied	  transac.ons	  in	  serializa.on	  

•  Run-‐.me	  base	  in	  vanilla	  JVMs	  



Our	  Approach	  /	  Proposal	  

•  Automa.c	  SI	  “anomaly	  free”	  cer.fica.on	  
– Use	  sta.c	  analysis	  

•  Very	  low	  impact	  in	  user’s	  code	  

– Addi.on	  of	  some	  (Java)	  annota.on	  

•  Can	  be	  complemented	  with	  dynamic/run-‐.me	  
detec.on	  of	  write-‐skew	  anomaly	  



Sta.c	  Analysis	  

•  Extrac.on	  of	  abstract	  read-‐	  and	  write-‐sets	  for	  
each	  atomic	  block	  	  

•  Abstract	  read-‐	  and	  write-‐sets	  
– Sets	  of	  abstract	  memory	  loca$ons	  
– Over-‐	  and	  under-‐approxima.ons	  needed	  

•  Abstract	  memory	  loca.ons	  (heap	  paths)	  
– Restricted	  Regular	  Expressions	  

•  {	  head.next*.value	  }	  	  
•  {	  root.(leo	  |	  right)*.right	  }	  



Sta.c	  Analysis	  —	  Soundness	  

•  Run.me	  Write-‐Skew:	  

•  Assump.ons:	  

•  Soundness	  

21

write-set), and also an under-approximation of the concrete write-set (the must
write-set), for all possible executions of the program.

The question then remains on whether an occurrence of a write-skew condi-
tion at runtime is captured by our test. To see this, let’s assume that Rc
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These set relations allow us to prove that the condition on abstract sets is implied
by the condition on concrete sets:
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Hence we can conclude that if a real write-skew exists in an execution this will
be detected by our test, and this, as consequence, makes our method sound.
The implication above also shows that our method may present false positives:
it may detect a write-skew that will never occur at runtime. This is a classical
unavoidable e↵ect of conservative methods based on abstract interpretation.

6 Experimental Results

StarTM is a prototype implementation of our static analysis applied to Java
byte code, using the Soot toolkit [19] and the CVC3 SMT solver [1]. We applied
StarTM to three STM benchmarks: an ordered linked list, a binary search tree,
and the Intruder test program of the STAMP benchmark. In the case of the list
we tested two versions: the unsafe version called List and the safe version called
List Safe. The List Safe version has an additional update in the remove method
as discussed in Section 2.

Table 1 shows the detailed results of our verification for each transactional
method of the examples above. The results were obtained in a Intel Dual-Core
i5 650 computer, with 4GB of RAM. We show the time (in seconds) taken by
StarTM to verify each example, the number of lines of code, and the number
of states produced during the analysis. The last column in the table shows the
pairs of transactions that may actually trigger a write-skew anomaly.

The expected results for the two versions of the linked list benchmark were
confirmed by our tool. The tool proves to exist two write-skew anomalies, in the
unsafe version of the linked list, resulting from the concurrent execution of the
add and remove methods. The safe version is proven to be completely safe when
executing all transactions under SI.
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Sta.c	  Analysis	  -‐	  Usage	  

•  Abstract	  Read-‐	  and	  Write-‐Sets	  can	  be	  used	  
for:	  
– Detec.ng	  write-‐skew	  anomalies	  
– Detec.ng	  write-‐write	  conflicts	  

– Can	  also	  be	  used	  in	  other	  domains	  



Sta.c	  Analysis	  —	  Prototype	  

•  Java	  bytecode	  analysis	  
•  Requires	  the	  specifica.on	  of	  the	  ini.al	  heap	  
state	  for	  each	  atomic	  block	  

– Separa.on	  Logic	  specifica.on	  

•  The	  analyses	  supports	  
– Tree-‐based	  acyclic	  data-‐structures	  



Run-‐Time	  Support	  —	  DeuceSTM	  

•  Support	  for	  in-‐place	  metadata	  
– Full	  support	  for	  primi.ve	  types	  
– Efficient	  solu.on	  for	  arrays	  

•  Appropriate	  for	  suppor.ng	  mul.-‐version	  in	  
DeuceSTM	  

•  Metadata	  fields	  will	  support	  DSTM	  specific	  
metadata	  (e.g.,	  global	  object	  ID)	  



Out-‐Place	  Metadata	  
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In-‐Place	  Metadata—Our	  Approach	  
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Overhead:	  DeuceSTM	  +	  In-‐place	  Metadata	  
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Performance:	  DeuceSTM	  +	  
+	  In-‐place	  Metadata	  +	  Mul.versioning	  
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Current	  Status	  

•  Sta.c	  analysis	  framework	  for	  detec.on	  of	  

write-‐skew	  anomalies	  

– Sound	  analysis	  

–  Java	  bytecode	  

– Tree-‐based	  acyclic	  data-‐structures	  



Current	  Status	  

•  Run-‐.me	  framework	  
– Extension	  of	  DeuceSTM	  for	  in-‐place	  metadata	  

– Efficient	  support	  for	  primi.ve	  types	  and	  arrays	  

– Efficient	  support	  for	  mul.-‐versioning	  

– Serializa.on	  seman.cs	  

– No	  significant	  changes	  in	  user’s	  code	  



Summary	  

•  Aim	  at	  providing	  serializa.on	  seman.cs	  with	  
mixed-‐consistency	  run-‐.me	  
– Efficient	  support	  for	  mixed	  consistency	  mode	  

•  On-‐going	  work	  towards	  a	  generic	  DSTM	  
framework	  
– Solid	  work	  on	  the	  STM	  infrastructure	  
– Ongoing	  work	  on	  the	  DSTM	  support	  

•  System	  in	  not	  fully-‐assembled	  yet	  




